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You have reorganised all your tables and indexes, implemented partitioning 

where appropriate, tuned your worst performing SQL statements and think you 

may have finished the job. But have you remembered your Oracle sequences? 

In this edition of “OU Expert’s Corner” we discuss managing Oracle sequences 

in a single instance environment and discuss the concepts of, the creation, and 

administration of sequences as well as some performance issues you may have 

encountered. 

 

Firstly let us understand exactly what sequences are:  

 

Sequences are defined with the “CREATE SEQUENCE” DDL command but are 
not always sequential as they do not necessarily start with number one nor are 

they always incremented by one. They may or may not be used to generate 

primary keys for a table and may allow duplicate values to be generated. 

Therefore it may be better to think of them as database objects that generate 

numeric identifiers. Note also that sequences may leave gaps even when 

incrementing by 1. 

 

Lets review the options for creating sequences by creating a simple sequence. 

 

 
SQL > create sequence demo_seq start with 1 
            increment by 1; 

 
 

The default is to begin with number 1 and to add 1 to get the next allocated 

number.  

 

Other options to note for single instance Oracle databases are: 

 

1. MAXVALUE – The highest value to allocate. Must be equal to or more than 
the “START WITH” clause 

 

2. NOMAXVALUE – Highest value is 10 to the 27th power for ascending and –1 
for descending sequences. This is the default option. 

 

3. MINVALUE – Must be less than or equal to the “START WITH” clause 
and less than the  “MAXVALUE” clause. This is the default option. 

 

4. NOMINVALUE – Minimum value is 1 for ascending sequences and –10 to 
the 26

th
 power for descending sequences. 

 

5. CYCLE – Specifies that the sequence should specify the MINVALUE 
after reaching the MAXVALUE for ascending sequences and that is 

should specify the MAXVALUE after reaching MINVALUE for 



descending sequences. CYCLE would not be appropriate for a sequence 
used to generate primary keys because using this option will permit 

numbers to be regenerated when restarting the cycle. 

 

6. NOCYCLE – Specifies that the Sequence must not generate more values 
after reaching the maximum value or minimum value. This is the default 

option and require for primary key or unique key generators. 

 

7. CACHE – Specifies that the Sequence should have numbers preallocated 
and stored in the row cache. The minimum is 2 and the value must fit into 

a given CYCLE.  Use formula (CEIL (MAXVALUE-MINVALUE) / ABS 
(INCREMENT)) to calculate the maximum value for caching.  The 
default is to cache 20 if neither CACHE nor NOCACHE is specified. Caching 
sequences is recommended for performance reasons as it reduces the 

frequency of Data Dictionary accesses and updates by storing a range of 

numbers in memory. 

 

8. NOCACHE – Specifies that Sequence Numbers are not 

preallocated and cached in the row cache. 

 

 

Note that the ORDER and NOORDER options are used only in RAC environments 
and that we will not cover them here. In single instance Oracle databases 

sequence numbers are always generated in order. 

 

 

Let us recreate the DEMO_SEQ sequence explicitly specifying some attributes. 

 

 
SQL > create sequence demo_seq  
      start with 1 
            increment by 1 
      cache 50000 
 nomaxvalue 
  nocycle; 

 

 

 

Now we can turn our attention to Sequence monitoring and administration. 

 

Monitoring sequences is done using the Data Dictionary view DBA_SEQUENCES 
and the Dynamic Performance view V$_SEQUENCES, an undocumented 
dynamic performance view with no synonym. If you wish you can create a 

V$SEQUENCES synonym for V$_SEQUENCES and grant select to the DBA role. 
 

DBA_SEQUENCES view contains all the attributes defined for each sequence. 
 



 
SQL> desc dba_sequences 
 
 Name                Null?   Type 
 ------------------- -------- ------------- 
 SEQUENCE_OWNER      NOT NULL VARCHAR2(30)  
 SEQUENCE_NAME       NOT NULL VARCHAR2(30) 
 MIN_VALUE                    NUMBER 
 MAX_VALUE                    NUMBER 
 INCREMENT_BY        NOT NULL NUMBER 
 CYCLE_FLAG                   VARCHAR2(1) 
 ORDER_FLAG                   VARCHAR2(1) 
 CACHE_SIZE          NOT NULL NUMBER 
 LAST_NUMBER         NOT NULL NUMBER 
 

 

The LAST_NUMBER column specifies the last value that was stored in the Data 
Dictionary for each sequence. This will be the initial value when the sequence is 

created and the next_value to be used when the dictionary is next accessed for a 

specific sequence.  It is modified to contain the next number each time a sequence 

number is incremented when defined using the NOCACHE option and to contain 
the next starting number for a cached range of numbers each time the sequence 

cache is replenished for a sequence number defined using the CACHE option.  
 

For example a sequence caching 50,000 numbers will update the dictionary only 

once for every 50,000 allocations of a new value instead of 50,000 times. The 

LAST_NUMBER column would therefore contain 50,001 after the first number 

is allocated because 50,001 is the starting value for the next range of 50,000 

numbers. 

 

Here is an example: 

 

 
SQL> select demo_seq.nextval from dual; 

 

    NEXTVAL 
     ---------- 
     1 
 
   1 row selected. 

 

 
SQL> select sequence_owner,sequence_name,last_number 
     from dba_sequences; 
 
     SEQUENCE_OWNER  SEQUENCE_NAME  LAST_NUMBER 
     --------------  -------------  ----------- 
     SYS             DEMO_SEQ       50,001 

 
 
 

DBA_SEQUNECES.LAST_NUMBER however will not help determine the value of 
the last number used or the next number to allocate when using a cached 

sequence and for this we need to examine the row cache entry for that sequence 

using the V$_SEQUENCES view. 



 

 
SQL> desc v$_sequences 
 
 Name                         Null?    Type 
 ---------------------------- -------- -------------- 
 SEQUENCE_OWNER                        VARCHAR2(64) 
 SEQUENCE_NAME                         VARCHAR2(1000) 
 OBJECT#                               NUMBER 
 ACTIVE_FLAG                           VARCHAR2(1) 
 REPLENISH_FLAG                        VARCHAR2(1) 
 WRAP_FLAG                             VARCHAR2(1) 
 NEXTVALUE                             NUMBER 
 MIN_VALUE                             NUMBER 
 MAX_VALUE                             NUMBER 
 INCREMENT_BY                          NUMBER 
 CYCLE_FLAG                            VARCHAR2(1) 
 ORDER_FLAG                            VARCHAR2(1) 
 CACHE_SIZE                            NUMBER 
 HIGHWATER                             NUMBER 
 BACKGROUND_INSTANCE_LOCK              VARCHAR2(1) 
 INSTANCE_LOCK_FLAGS                   NUMBER 

 

 

V$_SEQUENCES.NEXTVALUE contains the next number that will be allocated 
for a particular sequence when it is cached.  

 

Although DBA_SEQUNECES.LAST_NUMBER may contain 50,001, 

V$_SEQUENCES.NEXTVALUE will contain 2 for DEMO_SEQ after having the 
first number allocated. Here is the relevant query. 
 

 

SQL> select sequence_owner,sequence_name,nextvalue 
           from v$_sequences; 
 
SEQUENCE_OWNER SEQUENCE_NAME NEXTVALUE 
-------------- ------------- ---------- 
SYSTEM         DEMO_SEQ      2 

                  
 
 
 

Now that we know how to monitor the current state of sequences we should look 

at some issues relating to sequence gaps. 

 

Gaps may occur in any sequences for the following reasons in single instance 

Oracle databases: 

 

1. Transaction failure after allocating a sequence number. 

2. Transaction rollback after allocating a sequence number. 

3. Altering the “INCREMENT BY” property of the sequence without 
redefining the sequence. 

 



 

In addition the following may cause potentially large gaps in cached sequences: 

 

1. Sequence metadata ages out of the row cache. 

2. Shared pool is flushed. 

3. Instance is shut down. 

4. Instance fails. 

 

A business requirement may prevent Oracle sequences from being used if the 

application does not tolerate gaps. One solution offered by some is to redefine the 

sequence to close the gap by dropping and recreating the sequence to start from 

the missing number but this is not practical for a gap caused by transaction 

failure or rollback. Essentially if no gaps are permitted then another solution is 

required using application generated numbers to be discussed later. 

 

Large gaps may occur due to caching but there are ways to control this. 

Preventing gaps caused by instance shutdown or failure is not possible but one 

may write a database startup trigger to automatically fix this. For example if the 

sequence is used to generate keys in a table column, then the trigger can select 

the maximum value in the column, drop the sequence, and recreate it starting 

from the max value in the table column plus the” increment by” value of the 

sequence. If the largest key is 5335 and the sequence is incremented by 5 then 

recreate it starting with 5340. 

 

In order to prevent gaps caused by shared pool flush or by aging out of the row 

cache use the DBMS_SHARED_POOL.KEEP procedure with the “Q” flag to 
“KEEP” the sequence. One may then view this status in the 

V$DB_OBJECT_CACHE dynamic performance view as seen here: 
 
 
SQL> exec dbms_shared_pool.keep('DEMO_SEQ','Q'); 
 
SQL> select owner,name,kept 
     from v$db_object_cache 
     where name = 'DEMO_SEQ'; 
 
     OWNER      NAME       KEPT 
     ---------- ---------- ---- 
     SYSTEM     DEMO_SEQ   YES 

 

 
 
 



We may now turn our attention to performance issues relating to sequences in a 

single instance Oracle environment.   
 

 

Performance issues that may arise are: 

 

1. Use of application code to generate numbers when gaps are not 

permitted by the application. 

2. Use of a small cache for a highly used sequence. 

 

 

As mentioned earlier, if gaps are not tolerated then application managed number 

generation is often employed. Here is an example of how this may be done using 

SQL. First create an application number table, insert the first value and commit. 
 

 
SQL> CREATE TABLE SEQTAB (SEQNUM NUMBER); 
 
SQL> INSERT INTO SEQTAB VALUES (1); 
 
SQL> COMMIT; 

 

 

Applications may then use this as follows: 

 
 
SQL> VARIABLE SEQNUM NUMBER 

 

SQL> SELECT SEQNUM INTO :SEQNUM FROM SEQTAB FOR UPDATE;   
   
     SEQNUM 
     ---------- 
             1 
 
 

SQL> UPDATE SEQTAB SET SEQNUM = SEQNUM + 1; 
 

SQL> COMMIT; 
 

 
 
 
 

The performance problems that may be caused by this type of number 

generation are: 

 

1. At some degree of concurrency there will be “BUFFER BUSY” wait 
events occurring on the buffer containing the table block with the row 

used for the current number. 

2. “enq: TX - row lock contention” waits will occur on the row lock until 

the current transaction commits as this type of number generation is 

not a “recursive transaction”.  

3. In some cases a session will wait on “BUFFER BUSY” wait and then 
on “enq: TX - row lock contention” as well. 



4. Once the concurrency level of number allocation is high enough these 

contention problems may cause unacceptable performance issues. 

 

 

The problem caused by a relatively small sequence cache compared to the 

volume of number generation may be diagnosed by a large or increasing number 

of waits for the “SQ ENQUEUE”.  This is the sequence cache replenishment 
enqueue and is requested by a process when the row cache needs replenishing 

and the DBA_SEQUENCES.LAST_NUMBER column updating. It is requested in 
exclusive mode to prevent two or more processes in the same instance attempting 

to replenish the cache for the same sequence.  Here is the description in 

V$LOCK_TYPE: 
 

 
 
SQL> select type, name, description 
           from v$lock_type  
           where  type = 'SQ'; 
 
 
TY NAME                 DESCRIPTION 
-- -------------------- ---------------------------------------- 
SQ Sequence Cache       Lock to ensure that only one process can 
                        replenish the sequence cache 

 
 

To see the occurrences of this use the  V$ENQUEUE_STAT view or the 
V$ENQUEUE_STATISTICS view as shown below with the first view: 
 

 
SQL> select *  
     from v$enqueue_stat 
     where eq_type = 'SQ'; 
 
INST_ID    EQ TOTAL_REQ# TOTAL_WAIT#  SUCC_REQ# FAILED_REQ# CUM_WAIT_TIME 
---------- -- ---------- ----------- ---------- ----------- ------------- 
         1 SQ       12098        749      11349           0           463 
 

 
 
 
If the number of waits is increasing or is a large value then the cache is too small 

and needs to be made larger to prevent this contention and extra dictionary 

update activity. This is done by altering the sequence to change the cache value. 

 



To conclude we have covered: 

 

1. The definition of Oracle sequence numbers including various options 

for use in single instance Oracle databases.  

2. Monitoring and administration of sequences using data dictionary 

views and dynamic performance views. 

3. Managing gaps in sequences. 

4. Diagnosis of performance issues due to application managed number 

generation  

5. Diagnosis of  performance issues caused by frequent cache 

replenishment. 

 

 

 

 

 

 
 


