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Your Transformation is in the Stars 
 

 Joel Goodman 
OU EMEA Senior Principal Technical Team Leader  

 

You attempt to tune the queries for a data warehouse application but find that 

certain join queries are still performing rather poorly despite using partitioned 

tables, resulting in complaints from users. Have you considered the use of the 

“Star Transformation” technique to optmise joins in a data warehouse? 

In this edition of “OU Expert’s Corner” we discuss “Star Queries” in the Oracle 

Server and explain how “Star Transformation” can help improve performance. 

 

Firstly let us define a “Star Query” using a Sales System as an Example:  

 

To be considered a “Star Query” requires that a select statement join at least 

three tables, one of which is the “Fact Table” and at least two of which are 

“Dimension Tables”.  The “Fact Table” has two types of columns: “Measures” 

which are the business facts such as quantity sold or amount sold and “Keys” 

which are foreign keys to the “Dimension Tables”. These keys would contain for 

example the customer number who ordered a product, the product number of 

the product, the order date, and the Channel identifier of the advertising 

medium from where the customer placed the order. Only the foreign keys are 

used as columns in the fact table; all other attributes of the various Dimensions 

are columns in the “Dimension Tables”, in this case the Times, Products, 

Channels and Customers tables. 

 

Note: All the examples are based on the Sample Schema “SH” using Oracle 

11.1.0.6.0. 

 

 

Here is an example of a typical “Fact Table”, the Sales table in the SH Schema: 

 
 
SQL> desc sales 
 
 Name                    Null?    Type 
 ----------------------- -------- --------------- 
 PROD_ID                 NOT NULL NUMBER 
 CUST_ID                 NOT NULL NUMBER 
 TIME_ID                 NOT NULL DATE 
 CHANNEL_ID              NOT NULL NUMBER 
 PROMO_ID                NOT NULL NUMBER 
 QUANTITY_SOLD           NOT NULL NUMBER(10,2) 
 AMOUNT_SOLD             NOT NULL NUMBER(10,2) 
 
 

 

The first five columns are all foreign keys to the “Dimension” tables and the last 

two columns are “measures” which contain the information to be analysed.   
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Here are some of the Dimension Tables that will be used in the Star Queries later 

on also from the SH Schema: 

 

 
 
SQL> desc channels 
 
 Name                    Null?    Type 
 ----------------------- -------- ------------ 
 CHANNEL_ID              NOT NULL NUMBER 
 CHANNEL_DESC            NOT NULL VARCHAR2(20) 
 CHANNEL_CLASS           NOT NULL VARCHAR2(20) 
 CHANNEL_CLASS_ID        NOT NULL NUMBER 
 CHANNEL_TOTAL           NOT NULL VARCHAR2(13) 
 CHANNEL_TOTAL_ID        NOT NULL NUMBER 
 
 
 
 
SQL> desc customers 
 
 Name                    Null?    Type 
 ----------------------- -------- ------------- 
 CUST_ID                 NOT NULL NUMBER 
 CUST_FIRST_NAME         NOT NULL VARCHAR2(20) 
 CUST_LAST_NAME          NOT NULL VARCHAR2(40) 
 CUST_GENDER             NOT NULL CHAR(1) 
 CUST_YEAR_OF_BIRTH      NOT NULL NUMBER(4) 
 CUST_MARITAL_STATUS              VARCHAR2(20) 
 CUST_STREET_ADDRESS     NOT NULL VARCHAR2(40) 
 CUST_POSTAL_CODE        NOT NULL VARCHAR2(10) 
 CUST_CITY               NOT NULL VARCHAR2(30) 
 CUST_CITY_ID            NOT NULL NUMBER 
 CUST_STATE_PROVINCE     NOT NULL VARCHAR2(40) 
 CUST_STATE_PROVINCE_ID  NOT NULL NUMBER 
 COUNTRY_ID              NOT NULL NUMBER 
 CUST_MAIN_PHONE_NUMBER  NOT NULL VARCHAR2(25) 
 CUST_INCOME_LEVEL                VARCHAR2(30) 
 CUST_CREDIT_LIMIT                NUMBER 
 CUST_EMAIL                       VARCHAR2(30) 
 CUST_TOTAL              NOT NULL VARCHAR2(14) 
 CUST_TOTAL_ID           NOT NULL NUMBER 
 CUST_SRC_ID                      NUMBER 
 CUST_EFF_FROM                    DATE 
 CUST_EFF_TO                      DATE 
 CUST_VALID                       VARCHAR2(1) 
 
 
The first column of the Channels and Customers tables are the primary keys. 

The remaining columns are attributes of the respective dimensions. 
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To allow the Oracle Optimiser to detect the star the constraints must be defined. 

 

 

This may be verified using the Data Dictionary and querying the views 

DBA_CONSTRAINTS or USER_CONSTRAINTS as follows: 
 
 
SQL> col constraint_name for a17 
SQL> col table_name for a10 
SQL> col r_owner for a10 
SQL> col r_constraint_name for a17 
 
SQL> select table_name,constraint_name,constraint_type, 
  2  r_owner,r_constraint_name 
  3  from user_constraints 
  4  where table_name = 'SALES' 
  5  and constraint_type = 'R'; 
 
TABLE_NAME CONSTRAINT_NAME   C R_OWNER R_CONSTRAINT_NAME 
---------- ----------------- - ------- ------------- 
SALES      SALES_TIME_FK     R SH      TIMES_PK 
SALES      SALES_PRODUCT_FK  R SH      PRODUCTS_PK 
SALES      SALES_CUSTOMER_FK R SH      CUSTOMERS_PK 
SALES      SALES_PROMO_FK    R SH      PROMO_PK 
SALES      SALES_CHANNEL_FK  R SH      CHANNELS_PK 
 
5 rows selected. 
 
 
 
The results show that the SH.SALES table has five foreign key constraints to the 
primary key columns of the TIMES, PRODUCTS, CUSTOMERS, 

PROMOTIONS and CHANNELS tables.  This will allow the optimiser to 

recognise a star query with the SH.SALES table as the fact table. 
 

 

To understand the benefits of a “Star Transformation” it is useful to examine a 

query execution plan where no transformation occurs.  

 

This is easily done with the “Explain Plan” command but first the 

PLAN_TABLE should be truncated if it exists in the schema used for the test.  

 

 
 
SQL> truncate table plan_table; 
 
Table truncated. 
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Note: The Oracle Server will create a global temporary table automatically with 

the “ON COMMIT PRESERVE ROWS” option if no PLAN_TABLE is defined. 
 

The next step is to disable the use of star transformations for the session using 

STAR_TRANSFORMATION_ENABLED; a session modifiable initialisation 

parameter. 

 

 
 
SQL> alter session set star_transformation_enabled=FALSE; 
 
Session altered. 
 

 

 

Note: The STAR_TRANSFORMATION_ENABLED parameter may be set to one of 

the following: 

 

FALSE Disables the feature preventing 

additional star query optimisation. 

TEMP_DISABLE Enables the basic transformation 

technique to reduce join overhead 

against the fact table during phase 1. 

TRUE Enables use of temp table to reduce 

join overhead against the dimensional 

tables in phase 2. 

 
 
 

Now the plan may be explained.   

 

Here is a typical STAR QUERY performed with a join between the fact table 

SH.SALES and two or more dimension tables and which applies predicate filters 

(if any are used) to the attributes of one or more dimensions by using a WHERE 
clause on the columns of the dimension table or tables. Note how the aggregating 

function SUM is performed on a “MEASURE” column AMOUNT_SOLD of the fact 
table.  

 

Note: It is typical of data warehouse queries generally that the aggregates are 

applies to fact table columns but the filtering is done against dimensional table 

columns. 
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SQL> explain plan for 
  2  SELECT ch.channel_class, c.cust_city, 
  3         t.calendar_quarter_desc, 
  4         SUM(s.amount_sold) sales_amount 
  5  FROM sales s,times t,customers c,channels ch 
  6  WHERE  s.time_id = t.time_id AND 
  7         s.cust_id = c.cust_id AND 
  8         s.channel_id = ch.channel_id AND 
  9         c.cust_state_province = 'CA' AND 
 10         ch.channel_desc IN ('Internet','Catalog') 
AND 
 11         t.calendar_quarter_desc IN 
 12           ('1999-01','1999-02') 
 13  GROUP BY ch.channel_class, c.cust_city, 
 14           t.calendar_quarter_desc; 
 
Explained. 
 

 
 
The plan may now be displayed using the DBMS_XPLAN.DISPLAY procedure or 
by invoking the scripts UTLXPLP  for parallel execution plans or UTLXPLS for 
serial execution plans in the $ORACLE_HOME/rdbms/admin directory.   
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SQL> select * from table(dbms_xplan.display()); 
 
PLAN_TABLE_OUTPUT 

-------------------------------------------------------------------------------------------- 

Plan hash value: 670018713 

 

-------------------------------------------------------------------------------------------- 

| Id  | Operation                      | Name      | Rows  | Bytes | Cost (%CPU)| Time     |  

-------------------------------------------------------------------------------------------- 

|   0 | SELECT STATEMENT               |           |   572 | 48048 |   377   (3)| 00:00:05 |     

|   1 |  PX COORDINATOR                |           |       |       |            |          |     

|   2 |   PX SEND QC (RANDOM)          | :TQ10005  |   572 | 48048 |   377   (3)| 00:00:05 |     

|   3 |    HASH GROUP BY               |           |   572 | 48048 |   377   (3)| 00:00:05 |     
|   4 |     PX RECEIVE                 |           | 3116 |   255K|   376   (3)| 00:00:05 |     

|   5 |      PX SEND HASH              | :TQ10004  |  3116 |   255K|   376   (3)| 00:00:05 |     

|*  6 |       HASH JOIN BUFFERED       |           |  3116 |   255K|   376   (3)| 00:00:05 |     

|   7 |        BUFFER SORT             |           |       |       |            |          |     

|   8 |         PX RECEIVE             |           |     2 |    42 |     3   (0)| 00:00:01 |     

|   9 |          PX SEND HASH          | :TQ10002  |     2 |    42 |     3   (0)| 00:00:01 |     

|* 10 |           TABLE ACCESS FULL    | CHANNELS  |     2 |    42 |     3   (0)| 00:00:01 |     

|  11 |        PX RECEIVE              |           |  6231 |   383K|   372   (3)| 00:00:05 |     

|  12 |         PX SEND HASH           | :TQ10003  |  6231 |   383K|   372   (3)| 00:00:05 |     

|* 13 |          HASH JOIN             |           |  6231 |   383K|   372   (3)| 00:00:05 |     

|  14 |           BUFFER SORT          |           |       |       |            |          |     

|  15 |            PX RECEIVE          |           |   183 |  2928 |    15   (0)| 00:00:01 |     

|  16 |             PX SEND BROADCAST  | :TQ10000  |   183 |  2928 |    15   (0)| 00:00:01 |     

|* 17 |              TABLE ACCESS FULL | TIMES     |   183 |  2928 |    15   (0)| 00:00:01 |     

|* 18 |           HASH JOIN            |           | 49822 |  2286K|   356   (2)| 00:00:05 |     

|  19 |            BUFFER SORT         |           |       |       |            |          |     

|  20 |             PX RECEIVE         |           |   383 |  9958 |   332   (2)| 00:00:04 |     

|  21 |              PX SEND BROADCAST | :TQ10001  |   383 |  9958 |   332   (2)| 00:00:04 |     

|* 22 |               TABLE ACCESS FULL| CUSTOMERS |   383 |  9958 |   332   (2)| 00:00:04 |     

|  23 |            PX BLOCK ITERATOR   |           |   918K|    18M|    24   (9)| 00:00:01 |     

|  24 |             TABLE ACCESS FULL  | SALES     |   918K|    18M|    24   (9)| 00:00:01 |     

-------------------------------------------------------------------------------------------- 
 
Predicate Information (identified by operation id): 

--------------------------------------------------- 

 

   6 - access("S"."CHANNEL_ID"="CH"."CHANNEL_ID") 

  10 - filter("CH"."CHANNEL_DESC"='Catalog' OR "CH"."CHANNEL_DESC"='Internet') 

  13 - access("S"."TIME_ID"="T"."TIME_ID") 

  17 - filter("T"."CALENDAR_QUARTER_DESC"='1999-01' OR "T"."CALENDAR_QUARTER_DESC"='1999-02') 

  18 - access("S"."CUST_ID"="C"."CUST_ID") 

 

 

PLAN_TABLE_OUTPUT 

--------------------------------------------------------------------------------------------- 

  22 - filter("C"."CUST_STATE_PROVINCE"='CA') 

 

41 rows selected. 

 
 

 
Note: For editing purposes the output is displayed in small font size so that the 

rows of the plan each fit on a line.  Also the last four columns of each row, which 

relate to partitioning and to parallel execution, have been removed as they are 

beyond the scope of this article. 

 

 

This plan joins the SALES and CUSTOMERS tables, takes the result of that and 
joins to the TIMES table, and then joins that result to the CHANNELS table. All 
the joins are HASH JOINS, and the result is then hashed for the GROUP BY 
clause necessitated by the aggregating function SUM.  Notice the number of rows 

for the SALES table access is listed as 918K in line 24 and is costly because ALL 

the sales rows are obtained at the start and then eliminated if they do not join to 

each successive dimension table used in the query. This means that the query is 

spending time and I/O first in reading the rows and then in eliminating many of 

the same rows. 
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This is especially costly for fact tables, which are usually very large in data 

warehouse schemas. In addition if the join between the SALES and CUSTOMERS 
tables has unselective non-join filters (or no filters) then a large number of rows 

in the SALES table will be joined to CUSTOMER table rows and returned to the 
next step of the plan. Then the same set of rows will require joining to the next 

table and so on until all the joins in the plan are performed.  This repetitive join 

overhead may be very costly and depends primarily on the selectivity of the 

filters used in the query. 

 

 

Enabling the optimiser to perform a “STAR TRANSFORMATON” may reduce 

the cost of Star Joins.  
 
 
Star transformation is a technique used by the optimiser to reduce to fact table 

access costs and join costs in large star queries by exploiting the capabilities of 

bitmap indexes. The following are characteristic of bitmap indexes that help in 

this case: 

 

1. Allow fast identification of rows that match a specific filter by finding 

the matching “1” bits. 
 
2. Allow fast joins using logical “AND” or logical “OR” operations on  

strings of bits.  These operations are executed using native machine 

instructions. 
 

 

For star transformations to be possible, separate bitmap indexes must be created 

on each foreign key column of the fact table that refers to a dimension table to be 

used in the query. Normally it is best to simply create a bitmap index on each 

foreign key column. It is also possible to have bitmp join indexes created joining 

the foreign key column to a dimensional attribute column but this would require 

an index for each dimensional attribute used to filter a star query rather than 

having only one bitmap index for each FK column. 

 

Note: A single composite bitmap index on all the foreign key columns will not 

help. 
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A simple check of the Data Dictionary views DBA_INDEXES and 
DBA_IND_COLUMNS or USER_INDEXES and USER_IND_COLUMNS will 
determine whether bitmap indexes are configured correctly. 

 
 
SQL> col column_name for a20 
SQL> col index_name for a17 
SQL> col column_name for a12 
SQL> col index_type for a10 
 
SQL> select c.table_name,c.index_name, 
  2  c.column_name,i.index_type 
  3  from user_ind_columns c, user_indexes i 
  4  where i.index_name = c.index_name 
  5  and c.table_name = 'SALES'; 
 
 
TABLE_NAME INDEX_NAME        COLUMN_NAME  INDEX_TYPE 
---------- ----------------- ------------ ---------- 
SALES      SALES_PROD_BIX    PROD_ID      BITMAP 
SALES      SALES_CUST_BIX    CUST_ID      BITMAP 
SALES      SALES_TIME_BIX    TIME_ID      BITMAP 
SALES      SALES_CHANNEL_BIX CHANNEL_ID   BITMAP 
SALES      SALES_PROMO_BIX   PROMO_ID     BITMAP 
 
5 rows selected. 

 
 
The results show that SH.SALES table has a bitmap index on each of the foreign 

key columns and that Star Transformations are therefore possible. 

 

The key to understanding Star Transformations is to understand how the 

optimiser uses these bitmap indexes.  
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The next step is to enable the use of star transformations for the session using the 

STAR_TRANSFORMATION_ENABLED parameter set to TEMP_DISABLE so that 
only the basic feature is enabled.  

 

 
 
SQL> alter session set star_transformation_enabled=TEMP_DISABLE; 
 
Session altered. 
 

 

 

Now the plan may be explained again: 

 

 
 
SQL> truncate table plan_table; 
 
Table truncated. 
 

 

 

 

 

 
SQL> explain plan for 
  2  SELECT ch.channel_class, c.cust_city, 
  3         t.calendar_quarter_desc, 
  4         SUM(s.amount_sold) sales_amount 
  5  FROM sales s,times t,customers c,channels ch 
  6  WHERE  s.time_id = t.time_id AND 
  7         s.cust_id = c.cust_id AND 
  8         s.channel_id = ch.channel_id AND 
  9         c.cust_state_province = 'CA' AND 
 10         ch.channel_desc IN ('Internet','Catalog') AND 
 11         t.calendar_quarter_desc IN 
 12           ('1999-01','1999-02') 
 13  GROUP BY ch.channel_class, c.cust_city, 
 14           t.calendar_quarter_desc; 
 
Explained. 
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The plan may now be displayed again as above. 

 

 
SQL> select * from table(dbms_xplan.display()); 

 
 
PLAN_TABLE_OUTPUT 
------------------------------------------------------------------------------------------------- 
Plan hash value: 40108430 
 
------------------------------------------------------------------------------------------------- 
| Id  | Operation                              | Name              | Rows  | Bytes | Cost (%CPU)| 
------------------------------------------------------------------------------------------------- 
|   0 | SELECT STATEMENT                       |                   |     1 |    84 |   738   (2)| 
|   1 |  HASH GROUP BY                         |                   |     1 |    84 |   738   (2)| 
|*  2 |   HASH JOIN                            |                   |     1 |    84 |   737   (2)| 
|*  3 |    HASH JOIN                           |                   |     2 |   126 |   734   (2)| 
|*  4 |     HASH JOIN                          |                   |    32 |  1184 |   402   (2)| 
|*  5 |      TABLE ACCESS FULL                 | TIMES             |   183 |  2928 |    15   (0)| 
|   6 |      PARTITION RANGE SUBQUERY          |                   |   254 |  5334 |   386   (2)| 
|   7 |       TABLE ACCESS BY LOCAL INDEX ROWID| SALES             |   254 |  5334 |   386   (2)| 
|   8 |        BITMAP CONVERSION TO ROWIDS     |                   |       |       |            | 
|   9 |         BITMAP AND                     |                   |       |       |            | 
|  10 |          BITMAP MERGE                  |                   |       |       |            | 
|  11 |           BITMAP KEY ITERATION         |                   |       |       |            | 
|  12 |            BUFFER SORT                 |                   |       |       |            | 
|* 13 |             TABLE ACCESS FULL          | CHANNELS          |     2 |    42 |     3   (0)| 
|* 14 |            BITMAP INDEX RANGE SCAN     | SALES_CHANNEL_BIX |       |       |            | 
|  15 |          BITMAP MERGE                  |                   |       |       |            | 
|  16 |           BITMAP KEY ITERATION         |                   |       |       |            | 
|  17 |            BUFFER SORT                 |                   |       |       |            | 
|* 18 |             TABLE ACCESS FULL          | TIMES             |   183 |  2928 |    15   (0)| 
|* 19 |            BITMAP INDEX RANGE SCAN     | SALES_TIME_BIX    |       |       |            | 
|  20 |          BITMAP MERGE                  |                   |       |       |            | 
|  21 |           BITMAP KEY ITERATION         |                   |       |       |            | 
|  22 |            BUFFER SORT                 |                   |       |       |            | 
|* 23 |             TABLE ACCESS FULL          | CUSTOMERS         |   383 |  9958 |   332   (2)| 
|* 24 |            BITMAP INDEX RANGE SCAN     | SALES_CUST_BIX    |       |       |            | 
|* 25 |     TABLE ACCESS FULL                  | CUSTOMERS         |   383 |  9958 |   332   (2)| 
|* 26 |    TABLE ACCESS FULL                   | CHANNELS          |     2 |    42 |     3   (0)| 
------------------------------------------------------------------------------------------------- 
 
Predicate Information (identified by operation id): 
--------------------------------------------------- 
 
   2 - access("S"."CHANNEL_ID"="CH"."CHANNEL_ID") 
   3 - access("S"."CUST_ID"="C"."CUST_ID") 
   4 - access("S"."TIME_ID"="T"."TIME_ID") 
 
 
PLAN_TABLE_OUTPUT 
------------------------------------------------------------------------------------------------- 
   5 - filter("T"."CALENDAR_QUARTER_DESC"='1999-01' OR "T"."CALENDAR_QUARTER_DESC"='1999-02') 
  13 - filter("CH"."CHANNEL_DESC"='Catalog' OR "CH"."CHANNEL_DESC"='Internet') 
  14 - access("S"."CHANNEL_ID"="CH"."CHANNEL_ID") 
  18 - filter("T"."CALENDAR_QUARTER_DESC"='1999-01' OR "T"."CALENDAR_QUARTER_DESC"='1999-02') 
  19 - access("S"."TIME_ID"="T"."TIME_ID") 
  23 - filter("C"."CUST_STATE_PROVINCE"='CA') 
  24 - access("S"."CUST_ID"="C"."CUST_ID") 
  25 - filter("C"."CUST_STATE_PROVINCE"='CA') 
  26 - filter("CH"."CHANNEL_DESC"='Catalog' OR "CH"."CHANNEL_DESC"='Internet') 
 
Note 
----- 
   - star transformation used for this statement 
 
53 rows selected. 
 

 

 

Note: Same editing was done as in the first explain plan 
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Detailed Explanation of Star Transformation  

 

Star Transformation internally modifies the query into a two-phased approach 

whose goal is to reduce costs. 

 

The first phase retrieves exactly the necessary rows from the fact table using the 

filters against the dimensional tables to retrieve the dimensional primary keys, 

which match those filters. Then the system uses those primary keys to probe the 

bitmap indexes on the foreign key columns of the fact table to identify and 

retrieve only the necessary rows from the fact table. In our example three 

dimensions are used. There are two filter values for the times and channels 

dimensions and one for customers.   

 

For the Times dimension the query will return all the TIME_ID values 
corresponding to CALENDAR_QUARTER_DESC '1999-01' or '1999-02'. 
The bitmap index SALES_TIME_BIX on the corresponding foreign key column 

TIME_ID of the SH.SALES table has a bitmap for each distinct TIME_ID 
identifying those rows in SH.SALES that match any of those TIME_ID values. 
Only those bitmaps are therefore needed for the TIMES dimension. These 

bitmaps are then logically combined with an “OR” operation resulting in an in 
memory composite bitmap of all rows in SH.SALES representing sales in either 
of these two quarters.  

 

For the Customers dimension the query will return all CUST_ID values in 
CUST_STATE_PROVINCE of “CA” from table SH.CUSTOMERS which will then 
be used to access the bitmap index SALES_CUST_BIX on the corresponding 
foreign key column CUST_ID of the SH.SALES table. Only those bitmaps are 

therefore needed for the CUSTOMERS dimension. These bitmaps are then 

logically combined with an “OR” operation resulting in an in memory composite 

bitmap of all rows in SH.SALES representing sales to any customers in   “CA”. 
 

For the Channels dimension the query will return all CHANNEL_ID values from 

table SH.CHANNELS for CHANNEL_DESC of  'Internet' or 'Catalog'.   
The bitmap index SALES_CHANNEL_BIX on the corresponding foreign key 

column CHANNEL_ID of the SH.SALES table has a bitmap for each distinct 

value identifying those rows in SH.SALES that match that either of those two 

values. These bitmaps are then logically combined with an “OR” operation 
resulting in an in memory composite bitmap of all rows in SH.SALES 
representing sales derived from either of these two channels. 

 

Now that all the dimensions have been probed, the composite maps of each 

dimension are combined with a logical “AND” operation resulting in an in 
memory composite bitmap for SH.SALES representing all the rows that match 

all the dimensional criteria for all the dimensions. This composite bitmap is used 

to quickly identify the measure AMOUNT_SOLD from only those rows in 

SH.SALES that are needed, reducing the overhead of the fact table access.  
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In the above statement the first phase results in an internal query that effectively 

does the following. 

 
 
SELECT s.amount_sold 
FROM sales s 
WHERE time_id IN (SELECT time_id  
                  FROM times 
                  WHERE calendar_quarter_desc  
                      IN('1999-01','1999-02')) 
AND   cust_id IN (SELECT cust_id  
                  FROM customers  
                  WHERE cust_state_province = 'CA') 
AND channel_id IN(SELECT channel_id  
                  FROM channels  
                  WHERE channel_desc IN  
                            ('Internet','Catalog')); 
 

 

 

Note: This internalised query is not visible in the plan table but rather represents 

the way in which the fact table rows are identified using the bitmap indexes.  

This saves all the wastful access and subsequent elimination of fact table rows 

described earlier. 

 

The result set from phase 1 is successively joined to the dimensional tables in 

order to retrieve the various dimensional attribute values contained in the 

original query but has a far smaller result set to work on due to the use of the 

Star Transformation technique.  

 

 

Notes on the first Star Transformed output: 

 

1. TIMES, CUSTOMERS and CHANNELS tables are accessed twice each; 
once for phase one and then for phase two. 

2. Three “BITMAP MERGE” operations are visible in lines 10, 15 and 20 of 
the plan; one for each dimension. These are the steps when the logical 

“OR” operation is performed for each dimension as mentioned earlier. 

3. One “BITMAP AND” operation is shown in line 9 representing the final 
merge of the 3 separate composite bitmaps for the three dimensions into 

one master composite bitmap for the query. 

4. A single access for the SALES table is shown in line 7 predicting 254 rows 

to be accessed. Compare this with line 24 from the first plan where the 

predicted number of rows was 918K. This shows how well the bitmap join 

technique has worked in reducing the cost of the fact table access and the 

subsequent joins. 

5. Three hash joins in lines 2,3 and 4 show very few rows are predicted to 

match.  

6. The plan output indicates in a note that a star transformation was used. 
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One further optimisation is possible by setting on the full capabilities of Star 

Transformation as follows: 

 

Set the STAR_TRANSFORMATION_ENABLED parameter set to TRUE so that all 
features are enabled.  

 

 
 
SQL> alter session set star_transformation_enabled=TRUE; 
 
Session altered. 
 

 

 

Now the plan may be explained again: 

 

 
 
SQL> truncate table plan_table; 
 
Table truncated. 
 

 

 

 
 
SQL> explain plan for 
  2  SELECT ch.channel_class, c.cust_city, 
  3         t.calendar_quarter_desc, 
  4         SUM(s.amount_sold) sales_amount 
  5  FROM sales s,times t,customers c,channels ch 
  6  WHERE  s.time_id = t.time_id AND 
  7         s.cust_id = c.cust_id AND 
  8         s.channel_id = ch.channel_id AND 
  9         c.cust_state_province = 'CA' AND 
 10         ch.channel_desc IN ('Internet','Catalog') AND 
 11         t.calendar_quarter_desc IN 
 12           ('1999-01','1999-02') 
 13  GROUP BY ch.channel_class, c.cust_city, 
 14           t.calendar_quarter_desc; 
 
Explained. 
 

 

 

The plan may now be displayed as above. 
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SQL> select * from table(dbms_xplan.display()); 

 
 
PLAN_TABLE_OUTPUT 
---------------------------------------------------------------------------------------------- 
Plan hash value: 3262295383 
 
---------------------------------------------------------------------------------------------- 
| Id  | Operation                               | Name                       | Rows  | Bytes |  
---------------------------------------------------------------------------------------------- 
|   0 | SELECT STATEMENT                        |                            |     1 |    73 |   
|   1 |  TEMP TABLE TRANSFORMATION              |                            |       |       |   
|   2 |   LOAD AS SELECT                        | SYS_TEMP_0FD9D661A_E68CB67 |       |       |   
|*  3 |    TABLE ACCESS FULL                    | CUSTOMERS                  |   383 |  9958 |   
|   4 |   HASH GROUP BY                         |                            |     1 |    73 |   
|*  5 |    HASH JOIN                            |                            |     1 |    73 |   
|*  6 |     HASH JOIN                           |                            |     2 |   104 |   
|*  7 |      HASH JOIN                          |                            |    32 |  1184 |   
|*  8 |       TABLE ACCESS FULL                 | TIMES                      |   183 |  2928 |   
|   9 |       PARTITION RANGE SUBQUERY          |                            |   254 |  5334 |   
|  10 |        TABLE ACCESS BY LOCAL INDEX ROWID| SALES                      |   254 |  5334 |   
|  11 |         BITMAP CONVERSION TO ROWIDS     |                            |       |       |   
|  12 |          BITMAP AND                     |                            |       |       |   
|  13 |           BITMAP MERGE                  |                            |       |       |   
|  14 |            BITMAP KEY ITERATION         |                            |       |       |   
|  15 |             BUFFER SORT                 |                            |       |       |   
|* 16 |              TABLE ACCESS FULL          | CHANNELS                   |     2 |    42 |   
|* 17 |             BITMAP INDEX RANGE SCAN     | SALES_CHANNEL_BIX          |       |       |   
|  18 |           BITMAP MERGE                  |                            |       |       |   
|  19 |            BITMAP KEY ITERATION         |                            |       |       |   
|  20 |             BUFFER SORT                 |                            |       |       |   
|* 21 |              TABLE ACCESS FULL          | TIMES                      |   183 |  2928 |   
|* 22 |             BITMAP INDEX RANGE SCAN     | SALES_TIME_BIX             |       |       |   
|  23 |           BITMAP MERGE                  |                            |       |       |   
|  24 |            BITMAP KEY ITERATION         |                            |       |       |   
|  25 |             BUFFER SORT                 |                            |       |       |   
|  26 |              TABLE ACCESS FULL          | SYS_TEMP_0FD9D661A_E68CB67 |     1 |    13 |   
|* 27 |             BITMAP INDEX RANGE SCAN     | SALES_CUST_BIX             |       |       |   
|  28 |      TABLE ACCESS FULL                  | SYS_TEMP_0FD9D661A_E68CB67 |   383 |  5745 |   
|* 29 |     TABLE ACCESS FULL                   | CHANNELS                   |     2 |    42 |   
---------------------------------------------------------------------------------------------- 
 
Predicate Information (identified by operation id): 
--------------------------------------------------- 
 

 
 
PLAN_TABLE_OUTPUT 
---------------------------------------------------------------------------------------------- 
   3 - filter("C"."CUST_STATE_PROVINCE"='CA') 
   5 - access("S"."CHANNEL_ID"="CH"."CHANNEL_ID") 
   6 - access("S"."CUST_ID"="C0") 
   7 - access("S"."TIME_ID"="T"."TIME_ID") 
   8 - filter("T"."CALENDAR_QUARTER_DESC"='1999-01' OR "T"."CALENDAR_QUARTER_DESC"='1999-02') 
  16 - filter("CH"."CHANNEL_DESC"='Catalog' OR "CH"."CHANNEL_DESC"='Internet') 
  17 - access("S"."CHANNEL_ID"="CH"."CHANNEL_ID") 
  21 - filter("T"."CALENDAR_QUARTER_DESC"='1999-01' OR "T"."CALENDAR_QUARTER_DESC"='1999-02') 
  22 - access("S"."TIME_ID"="T"."TIME_ID") 
  27 - access("S"."CUST_ID"="C0") 
  29 - filter("CH"."CHANNEL_DESC"='Catalog' OR "CH"."CHANNEL_DESC"='Internet') 
 
Note 
----- 
   - star transformation used for this statement 
 
55 rows selected. 
 
 

 

Note: Same editing was done as in the first explain plan 
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Notes on the second Star Transformed output: 

 
 

1. TIMES and CHANNELS are still accessed twice; first for phase one 
and then for phase two.  

2. CUSTOMERS is accessed once and the results of that access stored in a 
temp table called SYS_TEMP_0FD9D661A_E68CB67. This is done 

in steps 1,2 and 3 of the plan to save the cost of visiting the 

CUSTOMERS  table twice, because it is large enough that the load into 
the temp table is worth doing to save the double access. 

3. Three “BITMAP MERGE” operations are still visible in lines 13, 18 
and 23 of the plan. 

4. One “BITMAP AND” operation is still shown in line 12. 
5. A single access for the SALES table is still shown in line 10 

predicting 254 rows to be accessed as in the first star transformation 

example. 

6. Three hash joins are still shown in lines 5,6 and 7.  

7. The plan output still indicates in a note that a star transformation 

was used. 

 

 

In conclusion, we have seen how the use of bitmap indexes can substantially 

reduce the costs of fact table access in star queries during phase 1 of the 

transformation. Furthermore the use of temp tables may also reduce the costs of 

accessing dimensional tables in phase 2 if optimiser thinks that the cost of 

loading the temp table is justified. DBAs and Developers in an Oracle Data 

Warehouse environment should have a go to see if performance improvements 

are possible in their environments. 


